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M. Křen 

SYN2000 VS. SYN2005: COMPARING THE LARGE 

SYNCHRONIC CORPORA OF CZECH1 

1. Introduction 

The Czech National Corpus is a wide-scale project that aims at 

providing the research community with large variety of Czech lan-

guage corpora2. It currently covers synchronic and diachronic, written 

and spoken, monolingual and parallel corpora, all of these being 

constantly enlarged. SYN20003 and SYN20054 are both 100-million 

representatively balanced monolingual corpora of contemporary writ-

ten Czech, covering two consecutive time periods: SYN2000 contains 

texts mainly from the 1990s, SYN2005 concentrates on texts from 

2000–2004. Newspapers and magazines strictly adhere to these time 

limitations, while fiction and professional literature can be older, al-

though there has always been an effort to include the newest possible 

texts. Because of the same concept and size of both SYN2000 and 

SYN2005, it may seem easy to directly compare the frequencies of 

individual words in both corpora to see e.g. the lexicon development 

tendencies. However, despite of this similarity, both corpora differ in 

many other aspects that make such comparison questionable. These 

                                                                 
1 This research has been supported by MSM0021620823 grant. 
2  Čermák F. Czech National Corpus: A Case in Many Contexts // 

International Journal of Corpus Linguistics. 1997. № 2 (2). P. 181–197; 

Čermák F. Czech National Corpus: Its Character, Goal and Background // 

Text, Speech, Dialogue: Proceedings of the First Workshop on Text, Speech, 

Dialogue: TSD–98. 1998. P. 9–14. 
3 Czech National Corpus. SYN2000. Prague, 2000. Available on-line 

from http://ucnk.ff.cuni.cz 
4 Czech National Corpus. SYN2005. Prague, 2005. Available on-line 

from http://ucnk.ff.cuni.cz 
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include not only improved lemmatization and disambiguation 1, but 

also different tokenization and segmentation of the text (introduced in 

order to enable the disambiguation progress), and mainly modified 

sampling criteria. 

SYN2000 was compiled to contain 15% of fiction, 25% of 

professional literature and 60% of newspapers and magazines, the 

proportions being based on prior, mostly sociological research2. By 

contrast, SYN2005 contains 40% of fiction, 27% of professional 

literature and 33% of newspapers and magazines, the proportions 

being based on sociological research, too3. In both cases, the research 

evaluated text reception (reading) rather than production (writing). 

The difference between their results can be explained by a turn-away 

from newspapers, that used to be more popular in the 1990s, as well as 

by different research methodology. 

However, the consequence is that lexical frequencies are not 

simply comparable. Even significant difference in frequency of a 

given word may not reflect any language variation at all, but merely 

the  modified sampling criteria, mainly the fiction / newspapers ratio. 

According to the feedback being received from the users, the 

composition of SYN2005 better corresponds to their notion of 

«representativeness», not to mention undoubtedly improved lemma-

tization if compared with SYN2000. Therefore, the changes that have 

been made can be considered as an inevitable improvement, although 

it has shown necessary to provide the users with an additional 

resource, that allows direct comparability of frequencies. 

The problem of (dis)similarity of two large representative 

corpora of the same language covering consecutive time periods has 

                                                                 
1 Hajič J. Disambiguation of Rich Inflection (Computational Morpholo-

gy of Czech). Praha, 2004. 
2 Králík J. Vyvážení zdrojů reprezentativního korpusu synchronní češti-

ny SYN2000 // Slovo a slovesnost. 2001. № 62 (1). 
3  Králík J., Šulc M. The Representativeness of Czech Corpora // 

International Journal of Corpus Linguistics. 2005. № 10 (3). P. 357–366. 
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not been tackled yet from this perspective. There are numerous papers 

on measuring corpus homogeneity or similarity between corpora in 

statistical terms1, the methods being based mostly on wordlists or n-

gram frequencies. However, our task is different: we know that the 

corpora are not comparable due to the sampling and processing 

differences, that could subsequently skew any results based upon 

them. First of all, their influence has to be minimized in order to 

enable direct comparability, that is certainly a necessary prerequisite 

to any kind of serious research. 

2. Processing issues 

A simple and effective way to avoid the processing differences is 

to apply new tokenization, segmentation, lemmatization and disam-

biguation on older data, i.e. to process SYN2000 with exactly the 

same set of tools that were used to process SYN20052. This has been 

done only internally, the original public SYN2000 corpus being left 

intact, as it had been claimed to be an unalterable reference entity. As 

a consequence, frequencies of individual words in the internal and 

public versions of the same corpus are generally different. Moreover, 

re-tokenization of a corpus usually changes its size, so that SYN2000 

has «shrunk» to only 96,23 million tokens. This example illustrates a 

simple fact, that even presumably obvious data – e.g. corpus size – are 

not clearly determined, and that they depend on a variety of other 

                                                                 
1 Kilgarriff A., Rose T. Measures for Corpus Similarity and Homoge-

neity // Proceedings of the 3rd Conference on Empirical Methods in Natural 

Language Processing (EMNLP–3). 1998. P. 46–52; Kilgarriff A. Using Word 

Frequency Lists to Measure Corpus Homogeneity and Similarity between 

Corpora // Proceedings of the 5th ACL SIGDAT Workshop on Very Large 

Corpora. 1997. P. 231–245; Rayson P., Garside R. Comparing Corpora using 

Frequency Profiling // Proceedings of the Workshop on Comparing Corpora, 

Annual Meeting of the ACL Archive. 2000. № 9. P. 1–6. 
2 Spoustová D. Kombinované statisticko-pravidlové metody značkování 

češtiny. PhD thesis, in prep. 
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factors. However, the size of SYN2005 remained 100 million tokens, 

so that the newly emerged difference in size had to be taken into 

consideration. 

Influence of the sampling differences has been minimized by 

providing the users with comparative frequency lists (CFLs) for both 

corpora, i.e. the new internal version of SYN2000 and SYN2005. 

Each of the lists was produced in two separate versions: for word 

forms and lemmata (henceforth called collectively as items). In 

addition to the usual frequency, the CFLs contain also four normalized 

frequencies for every item: the overall normalized frequency (ONF) 

for the corpus as a whole and three partial normalized frequencies 

(PNF) for the three main text types separately (fiction, professional 

literature, newspapers and magazines). ONF indicates the value of 

frequency in a 100-million comparative corpus. The comparative 

corpus is a virtual construct, normalized counterpart to the respective 

real corpus, where all three main text types are equally represented, 

i.e. exactly with one third share. The average relative frequency of 

every item in each of the shares is exactly the same as there is in the 

corresponding part of the respective real corpus. The PNFs indicate 

the value of frequency in the individual shares of the comparative 

corpus, so that the ONF is always equal to the sum of the three PNFs. 

Similar solution had been adopted in Frequency Dictionary of 

Czech1, that shows percentage of occurrence distribution in the main 

text types, normalized for their equal representation2. These figures are 

also directly comparable, so that the dictionary user does not need to 

know the exact corpus composition. However, the CFLs do not show 

normalized percentage, but rather normalized frequencies. They are 

more suitable for this purpose, because they are directly comparable 

not only within single corpus, but also between the corpora. 

                                                                 
1 Čermák F., Křen M. (eds.) Frekvenční slovník češtiny. Praha, 2004. 
2 Čermák F., Křen M. New Generation Corpus-Based Frequency Dic-

tionaries: The Case of Czech // International Journal of Corpus Linguistics. 

2005. № 10 (4). P. 453–467. 
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3. Calculation of the normalized frequencies 

Let f be the frequency of given item in the corpus (SYN2000 or 

SYN2005) and fa, fb, fc its partial frequencies in the three main text 

types, so that fa + fb + fc = f. Let a, b, c be the ratios of the size of the 

respective text type and the overall corpus size. They are constant for 

given corpus and a + b + c = 1. The ONF is defined by the formula:  
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where k is a normalization constant for given corpus, its value 

being 100 000 000 divided by the exact corpus size. Its rounded value 

for SYN2000 is 1,0392, for SYN2005 it is 1,0000. Individual PNFs 

are defined by the following formulae: 
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It is easy to realize, that the first fraction (e.g. fa/a) determines the 

frequency of given item in a corpus that would contain only texts of 

the respective text type. Divided by 3, we get frequency of this item in 

one third of such corpus, i.e. its partial frequency in the comparative 

corpus. The figure is finally normalized to 100 millions by 

multiplication by k. Summing up the individual PNFs we obtain the 

ONF formula. 

Let us now take as an example word form tebe (you, long 

stressed form of genitive or accusative singular). Its frequency in fic-

tional part of SYN2005 is 9 090, so that fa = 9 090. The size of fiction 

in SYN2005 is 40 021 543 tokens and the exact size of the whole 

corpus is 99 997 753 tokens. Thus a = 40 021 543 / 99 997 753 = 

0,4002. If the whole corpus consisted only of fiction, its frequency 

would be fa/a = 22 714. After multiplying this value by k/3, we obtain 

7 571, the PNF of word form tebe for fiction in SYN2005. 
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4. Description of the comparative frequency lists 

The CFLs contain only items (word forms or lemmata) with 

frequency higher than or equal to 10. Items containing a digit or not 

containing at least one alphabetic character have been excluded. Each 

of the lists can be downloaded as a plain text file, frequency-ordered, 

consisting of 7 tab-divided columns: 

 

1) frequency rank 

2) individual item (word form or lemma) 

3) frequency 

4) overall normalized frequency 

5) partial normalized frequency (fiction) 

6) partial normalized frequency (professional literature) 

7) partial normalized frequency (newspapers and magazines) 

 

It should be stressed that the normalized frequencies are usual 

frequencies, although in a virtually non-existent comparative corpus. 

Therefore, it is possible to handle them the same way as usual corpus 

frequencies. For instance, the total of ONFs for every item in the list is 

100 millions, i.e. the comparative corpus size, and the total of 

respective PNFs is 33,33 millions1. Similarly, normalized frequency of 

a lemma can be obtained by summing up respective normalized 

frequencies of all its forms, although one should be very cautious of 

possible homonymy, that may not be apparent. 

Finally, it should perhaps be noted that especially low frequency 

items are prone to be highly dependent on selection of particular texts. 

It means that their declared comparability should always been taken 

cautiously. However, this behavior of low frequency items is certainly 

                                                                 
1 The total of all the numbers in the ONF column is only about 96 

millions due to the fact that the lists do not include all the items. For the same 

reason, the totals of the PNF columns are only about 32 millions each. 
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natural for any language sample and thus should not be considered to 

be a drawback of the CFLs. 

5. Example of their usage and interpretation 

Table 1. Example from the word form CFLs 

corpus rank word 

form 

freq. ONF PNF  

fict. 

PNF  

prof. 

PNF 

news 

SYN2000 2043 tebe 4592 8702 7875 513 314 

SYN2005 897 tebe 9751 8300 7571 337 393 

 

Table 1 shows that the frequency of word form tebe in SYN2000 

is 4 592, which is the 2 043rd highest frequency in the corpus (items 

with the same frequency share the same rank). Frequency of tebe in 

SYN2005 is 9 751, i.e. more than doubled. It is also reflected in the 

rank – tebe is the 897th most frequent word form in the corpus. Based 

on this piece of information, it might have been concluded that the 

usage of this word form is growing significantly. On the other hand, 

the normalized frequencies offer a correction to this observation, the 

ONF in SYN2005 being even lower than in SYN2000, although the 

difference is rather small (ca 5%). Although the PNF variance is 

perhaps worth further evaluation, we will now concentrate on the 

difference observed between the values of usual frequency on one 

side, and the ONF on the other. 

This is caused mainly by different corpus composition (15% of 

fiction in SYN2000 vs. 40% of fiction in SYN2005) combined with 

the fact, that the distribution of the word form tebe across the text 

types is remarkably distinct. It is obvious when comparing the 

individual PNF columns with each other: the word form tebe is – in 

both corpora – about twenty times more frequent in fiction than in any 

other text type. Therefore, it is the fiction that is crucial for determi-

ning its frequency. Because the share of fiction has more than doubled 

in SYN2005, this change has been inevitably reflected also by 
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doubling the frequency of tebe. Thus we can see that the previous 

conclusion, based only on usual frequency, would be erroneous. In 

spite of that, normalized frequencies take the corpus composition into 

account, so that the difference in ONF between the two corpora is not 

remarkable. 

6. Conclusion 

The CFLs provide maximum possible comparability of lexical 

frequencies, because of consistent processing of both corpora and 

minimization of the influence of the sampling differences. Their only 

disadvantage is that they do not facilitate comparative studies of other 

language phenomena. However, the CFLs are indeed a reliable 

additional resource, readily available to a wide variety of users, 

ranging from information scientists to linguistically-oriented resear-

chers with no mathematical background. Their simple plain text 

format can easily be searched in a web browser or downloaded and 

used as a base for different kind of corpus similarity measures or other 

statistical techniques. 

This already suggests a direction of the future work. It is 

certainly desirable to carry out and evaluate a comparison that would 

help to describe the language development by highlighting the 

keywords that differentiate the two corpora. The first step in this 

direction has already been made by producing the CFLs and making 

them available on our web pages1, thus opening this possibility to the 

general public. The web page also contains their detailed explanation 

supplemented with more examples and practical notes. This 

corresponds to our concept of providing corpora and related resources 

as a public service. 

                                                                 
1  Czech National Corpus. Comparative frequency lists based on 

SYN2000 and SYN2005. Prague, 2006. Available on-line from 

http://ucnk.ff.cuni.cz/srovnani.html 


